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One problem with the phase congruency detector (or at least this implementa-
tion of it) is its behaviour at junctions of features having greatly different magni-
tudes. Notice how the horizontal edges in the grey scale on the left hand side of the
image fade as they meet the strong vertical edge of the grey scale. At the junction
between the low magnitude horizontal edges and the high magnitude vertical edge
the normalizing component of phase congruency, >, A,, is dominated by the mag-
nitude of the vertical edge. Thus, at the junction, the significance of the horizontal
edges relative to the vertical one is downgraded. Possibly this problem could be
overcome through a different approach to combining phase congruency information
over several orientations. Freeman [29], in his use of a normalized form of energy for
feature detection, encountered this same problem at junctions of varying contrast.
His solution was to normalize energy in each orientation independently using only
energy responses from filters in the same orientation. The energy values used for the
normalization were blurred spatially in a direction perpendicular to the orientation
being considered. A problem here is that one has to decide on the extent of the
spatial smoothing. In addition to this we cannot employ Freeman’s approach to
this problem because, as discussed in section 3.5.4, we have specifically chosen not
to apply the normalization in each orientation independently prior to combining
the results over all orientations, otherwise the contribution from the result in each
direction would be independent of its energy, which is clearly not desirable.

Others who have studied the behaviour of local energy at feature junctions are
Rosenthaler et al. [79] and Robbins and Owens [76]. Their interest is specifically in
the detection of 2D features, such as junctions and corners. Here, the fact that the
sum of energy over multiple orientations at junctions becomes large makes it well
suited to the task of 2D feature detection.

Figures 31 and 32 illustrate the output on two real images. Notice how, on the
face image, the nose and the cheek features have been detected. These features are
effectively broad roof edges. The use of low frequency components in the calculation
of phase congruency contribute greatly to the detection of such features.

However, the use of these low frequency components is usually important for

another reason. The other major qualitative difference between the raw phase
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Figure 30: Results on a 256x256 test image.

(a) Test image.

(b) Raw output of phase congruency.

(c) Phase congruency after non-maximal suppression and hysteresis thresholding
between phase congruency values of 0.5 to 0.3.

(d) Raw output of Canny detector (standard deviation of smoothing filter = 1).

congruency output and the Canny output is the localization of the response to
features. The raw phase congruency output is generally quite blurred. This is
especially evident in the results on these two real images. The features in real
images are usually smoothed or blurred in some way due to sampling; this reduces

the spread of frequencies present in the signal, which in turn results in a poorly
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Figure 31:

(a) Grace image (256x256).

(b) Raw output of phase congruency.

(c) Phase congruency after non-maximal suppression and hysteresis thresholding
between phase congruency values of 0.5 to 0.3.

(d) Raw output of Canny detector (standard deviation of smoothing filter = 1).

localized phase congruency output. Hence, the importance of using low frequency
components in the calculation of phase congruency. However, this alone is not
enough to completely solve the problem and many finer scale features are lost in the
poorly localized phase congruency response. Freeman [29] also reports difficulties

with local energy producing poorly localized output, though some of his problems
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Figure 32:

(a) oat image (512x512).

(b) Raw output of phase congruency.

(c) Phase congruency after non-maximal suppression and hysteresis thresholding
between phase congruency values of 0.5 to 0.3.

(d) Raw output of Canny detector (standard deviation of smoothing filter = 1).

are a result of the blurring he uses to reduce interference effects at feature junctions.
He resorts to applying a second local energy calculation over the energy image to
produce a sharper output. This approach is not adopted here and the problem of

poor localization is addressed in a different manner in the following chapter.
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This chapter has presented a practical implementation for the calculation of phase
congruency in two-dimensional images using wavelets. It has been shown that for
a normalized measure of feature significance, such as phase congruency, it is crucial
to be able to recognize the level of noise in an image and to compensate for it.
A highly effective method of compensation has been presented that only requires
that noise be roughly constant across the image and that its power spectrum be
approximately constant.

An argument has been presented for the importance of weighting phase con-
gruency by some measure of the spread of the frequencies that are present at each
point in an image. This prevents false positives being marked where the frequency
spread is very narrow. It also improves the localization of features. hile it is
not possible to specify one ideal distribution of filter response amplitudes with fre-
quency, it has been shown that when geometrically scaled filters are used, a uniform
distribution of responses is a particularly significant one. This distribution matches
typical spectral statistics of images and corresponds to the distribution that arises
at step discontinuities.

Another contribution of this work has been to offer a new approach to the
concept of scale in image analysis. The natural scale parameter to vary in the
calculation of phase congruency is the size of the analysis window over which to
calculate local frequency information. Thus, under these conditions, scale is varied
using high-pass filtering rather than low-pass or band-pass filtering. The significant
advantage of this approach is that feature locations remain constant over scale, and
only their significance relative to each other varies.

hile the motivation for detecting phase congruency in images has been inspired
from psychophysical results ( orrone et al. [62], orrone and urr [60]) one can
only speculate on the biological plausibility of the method of calculation presented
in this chapter. Despite the use of geometrically scaled filters in quadrature the
implementation presented here is not biologically plausible in its present form as

it requires intermediate convolution results to represent arbitrarily large positive
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and negative values (see Figure 14). Physical cells eventually saturate in their
output, and are generally considered only to be able to represent some kind of
rectified response. Despite this, it is of interest to compare the general form of
the expression for phase congruency (equation 24) with the form of some of the
normalized contrast sensitivity models that have been recently developed to model
psychophysical data. For example, some of the similarities between this work and
the models proposed by Heeger [36, 35] are very striking.

hile many of the issues in the practical implementation of the calculation of
phase congruency in images have been addressed in this chapter the poor localiza-
tion of blurred features remains a problem. The following chapter reviews a number
of issues associated with the calculation of phase congruency and in doing so de-
velops a new approach that provides much better localization and also offers other

possibilities in the use of local phase information in images.



This chapter takes a fresh look at phase congruency and re-examines some of the
assumptions that were used and the techniques that were employed. uch of the
work presented in this chapter is the result of investigating the use of o Gabor
functions for the wavelet design.  nlike Gabor functions there are no limitations in
the maximum bandwidth that can be obtained from log Gabor functions. Increasing
the bandwidth of a filter generally corresponds to reducing its size in the spatial
domain. Accordingly, it was hoped that log Gabor functions could be exploited to
produce filters of small spatial extent, and that this would result in a more localized
phase congruency response to features in images. Paradoxically, phase congruency
localization is made worse if one takes this approach. To solve this problem an
analysis of the phase congruency function itself is made.

It is noted that that the phase congruency measure that has been used so far
is a function of the o n of the phase deviation. As this function is not sensitive
to small deviations of phase it is concluded that this is the main cause of the poor
localization that had been achieved so far with phase congruency. To remedy this a
new measure of phase congruency, based on the weighted mean absolute deviation

of phase from the weighted mean, is devised. This new approach proves to be very
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successful and it also opens up some new ideas in the use of phase information for
extracting feature information. This work, in turn, leads to an approach to the
detection of points of local symmetry and asymmetry in images. It is shown how
symmetry and asymmetry can be thought of as representing generalizations of delta

and step features respectively.

o far Gabor wavelets have been used for the calculation of phase congruency. They
would appear to be the logical choice as they offer the best way of simultaneously
localizing spatial and frequency information. Is this really the objective we want
An alternative objective of our wavelet design might be to obtainas o  as possible
spectral information with maximal spatial localization.  nder this objective the
Gabor function is not the best.

One cannot construct Gabor functions of arbitrarily wide bandwidth and still
maintain a reasonably small DC component in the even-symmetric filter. This
difficulty can be seen if we look at the transfer function of an even-symmetric Gabor
filter in the frequency domain. The transfer function is the sum of two Gaussians
centred at plus and minus the centre frequency. If , the standard deviation of
these Gaussians becomes more than about one third of the centre frequency the
tails of the two Gaussians will start to overlap excessively at the origin, resulting
in a nonzero DC component. This is illustrated in Figure 33.

At the limiting situation where the centre frequency is equal to three standard
deviations, the bandwidth will be approximately one octave . This can be be seen
as follows: For a Gaussian, the points where its value falls to half the maximum
are at approximately plus and minus one standard deviation. Thus the upper and
lower cut-off frequencies will be at approximately 4 and 2 respectively, giving a
bandwidth of one octave. This limitation on bandwidth means that we need many

Gabor filters to obtain wide coverage of the spectrum.
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Figure 33: Transfer function of a high bandwidth even-symmetric Gabor filter.
The two Gaussians that make up the function overlap at the origin, resulting in a
significant DC component.

ith the inspiration for the calculation of phase congruency coming from psy-
chophysical results it is natural that we would like to use computational machinery
that is consistent with what is known about the human visual system. A number
of researchers have made measurements of the characteristics of mammalian visual
cortical cells, and a review of many of the results can be found in Daugman [15],
and in  ebster and De alois [94]. The apparent bandwidth of our spatial filters
seems to depend on a variety of factors; these include motion, illumination, and
spatial frequency of the stimulus. The overall conclusions that one can draw from
this data are limited. There appears to be some consensus that we have spatial
filters of bandwidths ranging from about 0.5 octaves up to about 3 octaves, with
perhaps 1.5 octaves being considered a typical’ bandwidth.  hat is also generally
observed is that filter transfer functions are roughly symmetric when viewed on a
logarithmic frequency scale [95, 2].

Given the bandwidth limitations of Gabor functions described above we now
pose the following question: How are zero DC filters with bandwidths of up to 3
octaves obtained Rosenthaler et al. [79], in their study of local energy, recognized
this problem and devised a method of modifying even-symmetric Gabor filters to
achieve a zero DC value. However, this difficulty does not appear to have been
noted by researchers studying cortical cells. The requirement that filters have zero

DC response would appear to be overwhelming, otherwise how would we be able
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to operate in lighting conditions that span several orders of magnitude, and how
would one be able to construct filters in quadrature pairs

An alternative to the Gabor function is the o Gabor function proposed by
Field [20]. Field suggests that natural images would be better coded by filters
that have Gaussian transfer functions when viewed on the o ¢ frequency
scale. (Gabor functions have Gaussian transfer functions when viewed on the n
frequency scale). On the linear frequency scale the log Gabor function has a transfer

function of the form

()= (25)
where  is the filter’s centre frequency. To obtain constant shape ratio filters the
term must also be held constant for varying . For example, a value of
.74 will result in a filter bandwidth of approximately one octave, .55 will result in

two octaves, and .41 will produce three octaves.
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Figure 34: An example of a log Gabor transfer function viewed on both linear and
logarithmic frequency scales.

There are two important characteristics to note. Firstly, log Gabor functions, by
definition, always have no DC component, and secondly, the transfer function of the
log Gabor function has an extended tail at the high frequency end. Field’s studies
of the statistics of natural images indicate that natural images have amplitude
spectra that fall off at approximately 1 . To encode images having such spectral
characteristics one should use filters having spectra that are similar. Field suggests
that log Gabor functions, having extended tails, should be able to encode natural
images more efficiently than, say, ordinary Gabor functions, which would over-

represent the low frequency components and under-represent the high frequency
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components in any encoding. Another point in support of the log Gabor function
is that it is consistent with measurements on mammalian visual systems which
indicate we have cell responses that are symmetric on the log frequency scale.

hat do log Gabor functions look like in the spatial domain nfortunately
due to the singularity in the log function at the origin one cannot construct an
analytic expression for the shape of the log Gabor function in the spatial domain.
One is reduced to designing the filters in the frequency domain and then performing
a numerical inverse Fourier Transform to see what they look like. Their appearance
is similar to Gabor functions though their shape becomes much sharper’ as the
bandwidth is increased. The shapes of log Gabor and Gabor functions are almost
identical for bandwidths less than one octave. Figure 35 shows three log Gabor

filters of different bandwidths all tuned to the same centre frequency.
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Figure 35: Three quadrature pairs of log Gabor wavelets all tuned to the same
frequency, but having bandwidths of 1, 2 and 3 octaves respectively.

Given that we are now able to construct filters of arbitrary bandwidth and zero
DC component the following question arises:  hat is the best bandwidth to use
One observation is that as bandwidth increases so too does the sharpness of the
filter. Therefore, one constraint might be imposed by the maximum sharpness of
the filter that we can effectively represent. Of perhaps greater interest is to study
the variation of the spatial width of filters with bandwidth. A useful objective
might be to minimize the spatial width of filters in order to get maximal spatial

localization of our frequency information.
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Normally when a function is wide in the frequency domain it is narrow in the
spatial domain, thus we expect broad bandwidth filters to be narrow in the spatial
domain. However, changing the bandwidth of a log Gabor filter does not result in a
simple linear stretch of its transfer function in the frequency domain, so one’s first
intuitive thoughts about their behaviour in the spatial domain can be misleading.
Careful observation of the behaviour of broad bandwidth log Gabor filters in the
spatial domain reveals that while the central spike(s) of the filter may become very
narrow the tails of the filter become extended. To investigate this phenomenon

further two measures of filter width’ were studied.
1. The width required to represent 99 of the spatial filter’s absolute area.

2. The second moment about the centre of the filter with respect to the absolute

value of the filter.

Analytical investigation of these quantities is hampered by the singularity in the
expression for the log Gabor function at the origin. Thus, the variation of both these
width measures with respect to bandwidth could only be investigated numerically,

and the results are shown in Figure 36.
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Figure 36: ariation of the spatial width of log Gabor functions with bandwidth
(evaluated numerically).
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As one can see, both measures of width are minimized when the bandwidth is
about two octaves. The troughs in the curves are very broad with any value between
one and three octaves achieving a near minimal spatial width. The data in Figure 36
were for even-symmetric filters. The results for odd-symmetric filters are similar
though with a more gradual increase in width for bandwidths above three octaves
being observed. These results have to be treated with some caution as they are
vulnerable to numerical effects; the spatial form of the filters was calculated via the
discrete Fourier transform, and the width measures are also determined numerically.
The systematic undulations in the measure of width to represent 99 of the area
are troubling; all attempts to eliminate them were unsuccessful. The magnitude of
these undulations would vary with filter centre frequency but their locations would
remain constant. A aw in attempting to measure the width required to represent

99  of the filter’s absolute area is that one does not know the ¢ all one

5
knows is the total discrete area in the finite spatial window being considered. The
data in Figure 36 were obtained using an FFT applied over 1024 points and with
filters having a centre frequency of 0.05 (a wavelength of 20 units). The aim was
to achieve a good discrete representation of the filter in both spatial and frequency
domains, and also to avoid truncation of the filter tails. Despite the concerns one
might have over the absolute accuracy of the data, it is felt that the overall trends
of the curves are valid. It is interesting to note that the range of bandwidths
over which filter spatial size is near minimum, 1 to 3 octaves, matches well with
measurements obtained on mammalian visual cells. One should also note that the
spatial width of a 3 octave log Gabor function is approximately the same as that of

a 1 octave Gabor function, clearly illustrating the ability of the log Gabor function

to capture broad spectral information with a compact spatial filter.
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Designing a bank of filters for the calculation of phase congruency involves trading
filter bandwidth against the size of the scaling factor between frequencies of suc-
cessive filters. The aim is to obtain a reasonably broad and uniform coverage of
the spectrum without having to use too many filters. As mentioned in the previous
section the maximum bandwidth we can obtain from a Gabor filter is about one
octave. To obtain uniform spectral coverage, the scaling between successive filter
centre frequencies cannot be much greater than about 1.5. Thus, to construct a
filter bank that spans, say, four octaves we need to use filters (15 17).
The larger bandwidths possible with log Gabor functions offer us greater ex-
ibility in filter bank design. For example, instead of using , one octave filters to
achieve a four octave wavelet bank, we could make do with only 4, two octave filters
having a scaling of 2.6 between successive centre frequencies (one can use a scaling
of up to 3 between centre frequencies and still have an even spectral coverage).
eing able to use fewer filters means the computational load is reduced accordingly.
There were high hopes that using two octave bandwidth log Gabor filters would
result in improved phase congruency maps. In particular, it was hoped that their
compact spatial size might improve feature localization and the detection of small
scale features. nfortunately this was not the case. sing these broad bandwidth
filters to calculate phase congruency with the techniques developed in the previous
chapter produced similar results to those obtained with one octave Gabor filters.
If anything, the results were of slightly lower quality.  hile sharp features were
located as well as before, the localization of any features that had been blurred was
generally slightly worse. This was in addition to the fact that the localization of
blurred features using one octave filters had not been particularly good in the first
place.
Figure 37 shows phase congruency calculated on a smoothed step function using
a wavelet bank of 4 two octave filters and a wavelet bank of 6 one octave filters.

The filter banks were designed to cover approximately the same section of the



ANOTHER WAY OF EFINING PHASE CONGRUENCY 5

spectrum. The smallest scale filters had a wavelength of 4 pixels with subsequent
filters being successively scaled by a factor of 2 for the two octave filter bank and
by a factor of 1.5 for the one octave filter bank. In both cases the localization of the
feature is very poor and the results become sensitive to numerical effects because
the filter outputs become small and the normalization becomes unstable (causing
the oscillations in the results for the one octave filter bank). In many cases it can be
the frequency spread weighting function that provides the localization information
rather than phase congruency itself. However, in the examples shown in Figure 37
the perceived frequency spread is so low (because only a few low frequency filters
are responding) that the final weighted results are heavily suppressed.

Clearly there are two problems that were not properly addressed in the previous
chapter; firstly the poor localization of blurred features, and secondly, the sometimes
delicate and unstable nature of the calculation of phase congruency.

The cause of the reduced localization associated with broad bandwidth filters
can be identified as follows: Increasing the bandwidth of our filters will reduce the
resolution at which we obtain amplitude and phase information with respect to
frequency. This is due to the phase and amplitude information now being averaged
over larger bandwidths of the spectrum by the filters. In effect we are quantizing
amplitude and phase information over frequency more heavily. In particular, the
increased averaging associated with the greater phase quantization will result in
us not seeing the more extreme variations in phase angles at any point in the
signal so strongly. Thus, as we move away from a point of phase congruency in a
signal, we will have a reduced rate of decay in the phase congruency. Here
we can clearly see the tradeoff between the frequency resolution of our phase and
amplitude information against the computational resources (the number of filters)

we are prepared to provide.

e have gained some knowledge about the way in which localization of phase con-

gruency can be degraded if filter bandwidth is made large. However, even if one
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Figure 37: Phase congruency calculated on a Gaussian smoothed step using a
wavelet banks of one octave filters (left column), and two octave filters (right col-

umin.

uses narrow bandwidth filters we still have poor localization of blurred features. It
is therefore appropriate that we re-examine the way in which phase congruency is

defined and calculated with a view to modifying it to improve its sensitivity and

localization.

To do this it is useful to remind ourselves of the equation for phase congruency,
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()

Y An( )
Phase congruency is the ratio of the signal energy, ( ), to the overall path length’

taken by the filter outputs in reaching the end point, 3>, A,( ) .
ooking at the expression for energy we can see the cause of the poor localization.
nergy is proportional to the cosine of the deviation of phase angle, ,( ) from the
overall mean phase angle, ( ). hile the cosine function is maximized when
.( ) = (), it requires a significant difference between ,( ) and ( ) before
its value falls appreciably. For example, the filter outputs could be such that all
phase angles were ( ) 25 and we would still have a phase congruency of 0.9
(cos(25 ) 009). Thus, using the cosine of the phase deviation is a rather insensitive
measure of phase congruency.
e can construct a more sensitive measure of phase congruency by noting that
at a point of phase congruency the cosine of the phase deviation should be large,
n the absolute value of the sine of the phase deviation should be small. The
gradient of the sine function is a maximum at the origin. Therefore, making use
of the sine of the phase deviation will increase our sensitivity. Accordingly a more
appropriate phase deviation function to base the calculation of phase congruency

might be
()=cos( () () () () (27)

Figure 3 plots this function along with the cosine function for comparison. The
function falls very nearly linearly as phase deviation moves from 0 to 2. Thus
a near direct measure of phase deviation is obtained without having to resort to

inverse trigonometric functions.

sing this new measure of phase deviation, (), a new measure of phase con-

gruency can be defined as

_ S Anleos(w() () sin( () ()]

where, as before, is a small constant to avoid division by zero, is the estimated

noise in uence (calculated as described in ection 3.4), and denotes that the
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Figure 3 : Comparison between cos( ) and cos( )  sin( ).

enclosed quantity is itself if it is positive, and zero for all other values. Note that
this expression for phase congruency is called () to distinguish it from the
previous definition of phase congruency which will now be referred to as ().

The relationship between these two phase congruency measures can be seen in
statistical terms. The measure () is related to the weighted n ot

t on of phase from the weighted mean in that the phase deviation measure
it uses varies almost linearly with angular deviation of phase. On the other hand
(), in using the cosine of the phase deviation, is related to the weighted
n  (and hence, the weighted standard deviation) with respect to the weighted
mean phase. ( sing the first few Taylor series terms cos( ) can be approximated

by 1 2 for small ).

The calculation of this new measure of phase congruency, (), can be done
readily using the outputs of quadrature pairs of filters. For convenience we shall
denote ,( ) and ,( ) as the results of convolving a signal, ( ), with the even
and odd-symmetric filters and ,, where denotes scale. ach pair of outputs

n

at scale can be considered to form a vector, ( ,( ) ,( )) having a magnitude
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of A,( ). sing dot and cross products between these filter output vectors we can
calculate the cosine and sine of ( ,( ) ().
The unit vector representing the direction of the weighted mean phase angle,

() is given by

where

()= .0) (31)

An(Jeos(a( ) () = () () () () (32)

A()sin(A0) () = W) () W) () (33)

Thus,

(2() () =0) () =) () =) () (34)

which gives us the quantity needed to calculate this new version of phase congruency.

The results obtained from this new measure of phase congruency are indeed
much better localized. Figure 39 compares this new measure of phase congruency
against the old on the Gaussian smoothed step function that was used in Figure 37.
For both sets of calculations a bank of 4 two octave filters were used, the smallest
scale filters having a wavelength of 4 pixels with subsequent filters being successively
scaled by a factor of 2. Note that raw phase congruency results are presented; there
is no weighting by frequency spread, but the frequency spread weighting, if applied,
would be identical in both cases.

A 2D implementation of this approach to measuring phase congruency produces

very satisfying results. Figures 40 and 41 provide examples of how produces a
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Figure 39: Comparison of the response of the new phase congruency measure,
(right) against (left) on a Gaussian smoothed step.

more localized response to features, which allows better detection of fine detail in
images. An extensive portfolio of results obtained on a variety of images is presented
in Appendix A. In the meantime there are other possibilities for the calculation of

phase congruency to consider.



